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Q2 Potpourri 🍲 (8 points)

Each subpart is worth 0.5 points.

Q2.1 True or False: In the code to the right, 

the bounds check on Line 3 is sufficient to 

prevent an overflow of buf.

A True B False

Solution: False. A negative len (say, 

−1) passes the signed comparison len 

<= 16, but converting it to the unsigned 

size_t parameter of memcpy yields 

0xffffffff — so memcpy copies roughly 

4 GB into a 16-byte buffer. The fix is to 

check 0 <= len && len <= 16, or to 

make len unsigned in the first place.

1 void copy(int len, char *src) {

2     char buf[16];

3     if (len <= 16) {

4         memcpy(buf, src, len);

5     }

6 }

Q2.2 A server builds a SQL query by concatenating a base query string with user input.

True or False: Escaping every quote character in the user input will always prevent SQL injection.

A True B False

Solution: False. The value is interpolated into a numeric context, so the attacker never needs 

a quote: input = 1 OR 1=1 already changes the meaning of the query, and 1; DROP TABLE 

accounts -- does worse. Quote escaping only helps inside string literals, which is precisely why 

the real fix is a prepared statement that sends the query template and the data to the database 

separately.

Q2.3 True or False: A script injected into a page served by bank.com runs with the origin of bank.com, 

not with the origin of the attacker’s site.

A True B False

Solution: True, and this is what makes XSS so powerful. The browser attributes a script to the 

origin of the page that contains it, so injected JavaScript is inside the same-origin boundary: it 

can read bank.com’s DOM and cookies, and issue requests to bank.com that carry the victim’s 

session — including reading a CSRF token first. XSS therefore subsumes CSRF.

Q2.4 True or False: Two pages share the same origin only if their protocol, domain, and port all match 

exactly.

A True B False
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(Question 2 continued…)

Q2.5 True or False: If two different sites both agree, they can opt to share data despite the same-origin 

policy.

A True B False

Solution: Both true. The origin is exactly (protocol, domain, port) with the path excluded. And 

while the same-origin policy blocks cross-origin interaction by default, servers can explicitly 

allow specific cross-origin sharing via CORS.

Q2.6 An attacker steals a database of hashed, salted passwords.

True or False: Salting stops the attacker from recovering any user’s password by brute force.

A True B False

Solution: False. A salt makes each user’s hash unique, which defeats precomputation (rainbow 

tables) and stops one guess from being tested against every account at once. It does not make 

a single guess any more expensive, so a weak password still falls to a per-account dictionary 

attack. Raising the cost per guess is the job of a deliberately slow hash such as bcrypt, scrypt, 

or PBKDF2.

Q2.7 How many operations are needed to find a collision in a hash function with a 256-bit output?

A 264 B 2128 C 2256 D 2512

Solution: This is the birthday bound: after hashing about 2𝑛/2 random inputs a repeat becomes 

likely, so a 256-bit digest offers only 128 bits of collision resistance. Preimage resistance still 

costs the full 2256 — which is why the collision bound, not the preimage bound, is what drives 

the choice of output length.

Q2.8 True or False: MACs prevent replay attacks.

A True B False

Solution: False. A replayed message is genuine — Alice really did produce it, and its tag really 

does verify — so the MAC check passes. EUF-CMA says nothing about freshness. Stopping 

replays needs something that makes each message unique and checkable: a sequence number, a 

timestamp, or a nonce, covered by the MAC.
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(Question 2 continued…)

Q2.9 A browser receives a certificate chain: a certificate for evanbot.com, signed by an intermediate 

CA, whose certificate is signed by a root CA.

What must be true for the browser to accept the certificate for evanbot.com?

A The browser must contact the root CA online to confirm the chain.

B The browser must already hold the root CA’s public key.

C The root CA’s certificate must be signed by a higher-level CA.

D The certificate must be signed directly by the root CA.

Solution: Certificate verification is a chain of signature checks that has to terminate some

where. It terminates at a root whose public key the browser already trusts — shipped with the 

operating system or browser, out of band. Given that key, the browser verifies the root’s signature 

on the intermediate and the intermediate’s signature on the leaf, all offline: no contact with any 

CA is needed. Root certificates are self-signed (nothing above them), and using an intermediate 

to sign the leaf is the norm, precisely so the root’s key can stay offline.

Q2.10 True or False: A PRNG seeded only with the current time in seconds is secure, as long as the 

PRNG algorithm itself is cryptographically strong.

A True B False

Solution: False. A PRNG’s output is never more unpredictable than its seed. If the seed is 

a timestamp in seconds, an attacker who knows the key was generated some time yesterday 

enumerates the   86,400 candidate seeds and regenerates every “random” value the program 

produced. The algorithm’s strength is irrelevant once the seed space is searchable; seed from a 

real entropy source such as /dev/urandom.

Q2.11 True or False: An off-path attacker who wants to inject data into an existing TCP connection must 

guess the sequence numbers.

A True B False

Solution: True — this is the difference between the two threat models. An off-path (blind) 

attacker sees no traffic and must correctly guess the 32-bit sequence number along with the 

ports and addresses, which is why randomizing initial sequence numbers matters. An on-path 

attacker observes the packets and can inject a correctly-numbered segment (or a RST) that races 

the legitimate one.
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(Question 2 continued…)

Q2.12 What does verifying a TLS certificate establish?

A The party the client is talking to holds the matching private key.

B The rest of the connection will have forward secrecy.

C The server has not been compromised since the certificate was issued.

D According to a trusted CA, the public key in the certificate belongs to the site in the certificate.

Solution: A certificate is a CA’s signature over “(domain name, public key)”. Verifying it estab

lishes only that binding. Notice what it does not establish: anyone can replay a copy of a public 

certificate, so proof that the other end actually holds the private key comes from the rest of 

the handshake (the server signs the transcript, or decrypts the premaster secret) — not from the 

certificate. Nor does a certificate say anything about the negotiated cipher suite or about the 

server’s state today; the latter is what revocation is supposed to address.

Q2.13 True or False: SYN cookies encode state into the sequence number, so that the server does not 

allocate memory until the client sends an ACK.

A True B False

Solution: True. A SYN flood works because the ordinary handshake makes the server allocate 

a half-open connection record for every SYN — cheap for the attacker, expensive for the 

server. With SYN cookies the server derives its initial sequence number as a keyed hash of 

the connection’s parameters and keeps nothing. Only when a final ACK arrives carrying that 

number back does the server recompute the cookie, confirm it, and allocate state. This is the 

general pattern for fixing a resource asymmetry: make the client prove it did the work before 

you spend anything.

Q2.14 True or False: A prime and probe attack relies on detecting which cache lines are accessed quickly 

in the victim process (not the attacker process).

A True B False

Solution:

Q2.15 True or False: A valid defense against Spectre is to ensure that the results of all mispredicted 

branches are not written to disk, memory, or registers.

A True B False

Solution:
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(Question 2 continued…)

Q2.16 True or False: LLM prompt injection works because there is no reliable way to distinguish trusted 

instructions from untrusted data.

A True B False

Solution: True. Every one of these is a code-versus-data confusion. SQL injection puts attacker 

text into a query the database parses as code; XSS puts it into a page the browser parses as script; 

prompt injection puts it into a context window the model reads as instructions. The web attacks 

have a structural fix — prepared statements and contextual escaping keep the two channels 

genuinely separate — and that is precisely what a language model currently lacks, which is why 

prompt injection is mitigated rather than solved, by sandboxing the model’s capabilities and 

applying least privilege to whatever its output is allowed to do.
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Q3 Memory Safety: A Disastrous Format 🖨️ (15 points)

Consider the following vulnerable C code:

1 void vuln() {

2     char buf[64];

3     fgets(buf, 64, stdin);

4     printf(buf);             

5 }

Stack at Line 4

RIP of vuln

SFP of vuln

buf

Assumptions:

• All memory safety defenses are disabled.

• The RIP of vuln is located at address 0xffffd60c.

• Your goal is to execute shellcode, which is already placed in memory at address 0x001f000d.

Hint: Putting N$ directly after the % causes a format specifier to operate on the Nth argument to printf. 

Examples:

• printf("% 2$⏟
arg2

x", 10, 20) prints 20.

• printf("% 1$⏟
arg1

s", "hi", "hello") prints hi.

• printf("AAAA% 3$⏟
arg3

hn", &one, &two, &three) writes 4 (the number of bytes printed) to &three.

• printf("% 1$⏟
arg1

x") in the vulnerable code above prints the first four bytes of buf.

• Note that printf("%10c") (without the $) still prints 10 characters.

Q3.1 (2 points) Which of these is true about the vulnerability on Line 4? Select all that apply.

A The %x and %s specifiers allow the attacker to read from memory.

B The %n specifier allows the attacker to write to memory.

C None of the above

Solution: Passing attacker-controlled data as the format string is a single bug that hands 

over both primitives at once: %x/%s walk and dereference stack values (read), while %n writes 

the number of bytes printed so far to a pointed-to address (write). It is one vulnerability — the 

untrusted format string — not two.
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(Question 3 continued…)

Q3.2 (6 points) Provide an input to buf that executes shellcode.

' \x0c \xd6 \xff \xff ' + ' \x0e \xd6 \xff \xff ' +

' %5c ' + ' %1$hn ' + ' %18c ' + ' %2$hn '

Solution:

Split the shellcode address 0x001f000d into a high half 0x001f and a low half 0x000d. Because 

the address is stored little-endian, the low half goes to the low address 0xffffd60c and the high 

half to 0xffffd60e. Since %hn writes the running count of characters printed so far, the two 

writes must be ordered by increasing value — 0x001f = 31 before 0x000d = 13 — so write 

the low half first.

• Place the two target addresses first: \x0c\xd6\xff\xff (0xffffd60c) then 

\x0e\xd6\xff\xff (0xffffd60e). That is 8 bytes, so the counter starts at 8, and the addresses 

become variadic arguments 1 and 2.

• %5c pads to 8 + 5 = 13; then %1$hn writes 0x000d to 0xffffd60c.

• %18c pads 31 − 13 = 18 more to reach 31; then %2$hn writes 0x001f to 0xffffd60e.

The saved return address now reads 0x001f000d, so vuln() returns into shellcode.

For Q3.3–Q3.4, assume stack canaries are enabled. All other defenses are still disabled.

Q3.3 (2 points) Which single format specifier prints the stack canary off the stack?

Note: This subpart is independent of the exploit in Q3.2.

%17$x

Solution:

The canary is variadic argument 17, so %17$x reads it straight off the stack. A format-string read 

never overflows buf, so it doesn’t disturb the canary — the value is simply printed, which is what 

makes the leak invisible to the canary check.
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(Question 3 continued…)

Q3.4 (2 points) Can the exploit from Q3.2 be modified to work with stack canaries enabled?

A Yes, by writing around the stack canary.

B Yes, by overwriting the stack canary with itself.

C No, because the exploit overwrites the canary with garbage.

D No, because the exploit writes above the canary, and all memory above the canary is read-only.

Solution: Yes. A stack-smashing overflow would have to run through the canary to reach the 

saved return address, tripping the check. A format-string %n write instead targets the return-

address slot directly, leaving the canary untouched — so the epilogue’s canary check passes and 

vuln() still returns into win().

The distractors: the earlier leak reads the canary but never rewrites it — and no restoration is 

needed, since this write never touches it. Reaching the saved return address does not require an 

overflow here (that is the entire point). And a canary is just a value checked in the epilogue, not 

a memory-write protection.

Q3.5 (3 points) Which defenses would cause the correct exploit in Q3.2 (without modifications) to fail?

Assume shellcode lives in an executable part of memory. Consider each choice independently.

A Change Line 4 to printf("%s", buf). C Enable NX (non-executable pages).

B Enable ASLR. D None of the above

Solution: Each mitigation is bypassed or sidesteps the bug — the canary via a direct write that 

never overflows, and NX via return-to-win (existing code, no injected shellcode). Enabling ASLR 

wouldn’t help either: the same format string is a read primitive, so the attacker simply leaks 

whatever address it randomizes and then writes. The only change that kills the whole chain is 

removing the root cause — never pass untrusted input as a format string: printf("%s", buf).

Note that an earlier version of the solutions incorrectly left ASLR unselected. The correct answer 

is to select ASLR, because ASLR causes the exploit to fail (the addresses 0xffffd60c and 

0xffffd60e can no longer be reliably used).
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Q4 Memory Safety: Call Me Maybe ☎️ (14 points)

Consider the following vulnerable C code:

1 void log_event() {

2     /* Implementation not shown. */

3 }

4

5 void process(char *input) {

6     void (*cb)(void) = log_event;

7     char buf[32];

8     strcpy(buf, input);   

9     cb();                 

10 }

Stack at Line 7

(1)

RIP of process

SFP of process

(2)

(3)

Assumptions:

• Unless otherwise specified, all memory-safety defenses are disabled.

• buf is located at address 0xffffcf40.

• log_event is located at address 0x08049180.

• Your goal is to place and execute a 28-byte SHELLCODE.

• If part of the input can be any non-zero value, use 'A' * n for n bytes of garbage.

(1 point each) What goes in blanks (1) – (3) in the stack diagram above?

Q4.1 Blank (1): A input B cb C buf

Q4.2 Blank (2): A input B cb C buf

Q4.3 Blank (3): A input B cb C buf

Solution:

Address Content

0xffffcf6c  [4]   input

0xffffcf68  [4]   RIP of process

0xffffcf64  [4]   SFP of process

0xffffcf60  [4]   cb

0xffffcf40  [32]  buf

The argument input is pushed by the caller, so it sits above the saved RIP. The two locals of process 

sit below the saved SFP, in declaration order: cb just above buf, at buf + 32. There is no canary — 

canaries are disabled — so nothing sits between cb and buf. Since strcpy copies from buf upward 

toward the saved registers, an overflow reaches cb first.
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(Question 4 continued…)

Q4.4 (4 points) Provide an input to strcpy that causes process to execute SHELLCODE.

Your exploit must execute shellcode immediately after process returns (not at any other time).

SHELLCODE + 'A' * 4 + '\x80\x91\x04\x08' + 'A' * 4 

+ '\x40\xcf\xff\xff'

Solution: Layout, low to high: buf [32], cb [4], SFP [4], RIP [4]. To reach the saved RIP we 

must overflow through cb and the SFP:

• SHELLCODE — fills buf[0..27].

• 'A' * 4 — pads buf[28..31] so the next write lands on cb.

• '\x80\x91\x04\x08' — overwrites cb with the address of log_event (0x08049180). This is 

the key step: cb() fires on Line 5 before the epilogue, so if we clobbered cb with garbage the 

program would crash there and never reach ret. Leaving cb pointing at a valid function keeps 

execution alive until the return. (Pointing cb at buf would also run SHELLCODE, but then it 

executes at Line 5, not “when process returns.”)

• 'A' * 4 — overwrites the SFP (value doesn’t matter).

• '\x40\xcf\xff\xff' — overwrites the saved RIP with buf’s address (0xffffcf40). NX is 

off, so the stack is executable; ASLR is off, so buf’s address is fixed. When process returns, 

control jumps to the start of buf and runs SHELLCODE.

For Q4.5–Q4.6, assume stack canaries are enabled.

Q4.5 (4 points) Provide an input to strcpy that still causes SHELLCODE to execute (at any time).

SHELLCODE + 'A' * 4 + '\x40\xcf\xff\xff'

Solution: With canaries on, the layout becomes buf [32], cb [4], canary [4], SFP [4], RIP 

[4]. The previous exploit reached the RIP by overwriting the canary slot with 'A's; the epilogue 

would then detect the corrupted canary, call __stack_chk_fail, and abort before returning — 

so SHELLCODE never runs. (The canary also holds a null byte, which strcpy cannot write past 

anyway.)

Instead, hijack cb, which now sits below the canary:

• SHELLCODE — fills buf[0..27].

• 'A' * 4 — pads buf[28..31].

• '\x40\xcf\xff\xff' — overwrites cb with buf’s address (0xffffcf40).

The overflow stops at cb and never touches the canary. When cb() is invoked on Line 5 — 

before the epilogue ever checks the canary — control jumps to buf and runs SHELLCODE. Calling 

a function pointer that lives below the canary and is invoked before the function returns sidesteps 

the canary check entirely.
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(Question 4 continued…)

Q4.6 (3 points) Which of the following defenses, if enabled alongside stack canaries, would cause the 

exploit from Q4.5 (without modification) to fail?

Consider each defense independently. Select all that apply.

A NX / non-executable stack C Add a second canary directly above the first

B ASLR D None of the above

Solution: NX marks the stack non-executable, so jumping to SHELLCODE in buf faults. ASLR 

randomizes buf’s address, so the hardcoded 0xffffcf40 is wrong. A longer or additional 

canary changes nothing — the exploit never touches the canary; cb() transfers control on Line 

5, before any canary is ever checked.
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Q5 Web Security: You’ve Got Mail 📬 (8 points)

EvanMail is an email website that serves content from two domains:

• The user’s sensitive emails are served from https://mail.evanbot.com.

• Untrusted attachments are served from https://usercontent.evanbot.com.

Q5.1 (2 points) Select all URLs with the same origin as https://mail.evanbot.com/inbox.

A https://mail.evanbot.com/attachments/3

B https://mail.evanbot.com/

C http://mail.evanbot.com/inbox

D https://mail.evanbot.com:8080/inbox

E https://usercontent.evanbot.com/inbox

F None of the above

Solution: An origin is the triple (protocol, domain, port), and the path is ignored. The 

two correct URLs differ only in their path, so they share the origin. The others each differ 

in exactly one origin component: http ≠ https (protocol), :8080 ≠ :443 (port), and 

usercontent.evanbot.com ≠ mail.evanbot.com (domain — a different subdomain is a 

different origin).

Q5.2 (2 points) Why does using a separate domain for the attachments protect the emails?

A Because same-origin policy stops JavaScript in one domain from running in another domain.

B Because data from a separate domain is automatically scanned for malware by the browser.

C Because the browser encrypts all traffic to each domain separately.

D Because cookies set by one domain are automatically sent to the other.

Solution: This is isolation by sensitivity: put the untrusted attachment in a different 

origin so the same-origin policy walls it off from the security-critical inbox. Because 

usercontent.evanbot.com is a different origin from mail.evanbot.com, an attacker who 

gets JavaScript to run inside an attachment cannot reach across to read the inbox’s data or session 

cookie. (A different domain has nothing to do with malware scanning or transport encryption, 

and you specifically do not want the inbox’s cookies flowing to the attachment domain.)

Q5.3 (2 points) Consider two methods for displaying an attachment in an email. Which method(s) allow 

the attachment to access sensitive data in the email? Select all that apply.

A <iframe src="https://usercontent.evanbot.com/attach/3"></iframe>  

B <script src="https://usercontent.evanbot.com/attach/3"></script>  

C None of the above
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(Question 5 continued…)

Q5.4 (2 points) Alice opens an attachment in a separate browser tab. Select all cookies that the browser 

attaches to the request.

A Cookies with Domain=evanbot.com.

B Cookies with Domain=mail.evanbot.com.

C Cookies with Domain=usercontent.evanbot.com.

D Cookies with Domain=more.usercontent.evanbot.com.

E None of the above

Solution: Running with the usercontent.evanbot.com origin, Mallory’s script can do any

thing within that origin — read/modify its own page and its own cookies — and compromising 

that server doesn’t extend her reach. The same-origin policy still blocks her from the inbox’s 

DOM and cookies at mail.evanbot.com.

The trap: sharing a parent domain (evanbot.com) does not make two subdomains 

same-origin. The same-origin policy is exact string matching on the full domain, so 

usercontent.evanbot.com and mail.evanbot.com remain isolated — which is the entire 

point of the design.
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Q6 Cryptography: Galois in the Middle 🎩 (16 points)

In Q6.1–Q6.4, Alice sends a three-block message to a server, encrypted with AES-CTR.

Mallory is an MITM attacker who can XOR the ciphertext with any value of her choosing.

Notation:

• Alice’s message is: 𝑀 = 𝑀1 ‖ 𝑀2 ‖ 𝑀3.

• Mallory XORs the message with Δ = Δ1 ‖ Δ2 ‖ Δ3.

• The server receives and decrypts 𝐶 = 𝐶1 ‖ 𝐶2 ‖ 𝐶3.

Q6.1 (2 points) Mallory knows 𝑀  and wants the server to decrypt a different message 𝑀 ′ of her choosing.

What value of Δ should Mallory use?

You may use 𝑀 , 𝑀 ′, and any mathematical operators and base-10 constants.

Δ =𝑀 ⊕ 𝑀 ′

Solution: CTR mode is a stream cipher, so a tampered ciphertext 𝐶 ⊕ Δ decrypts to (𝑀 ⊕ 𝑍) ⊕
Δ ⊕ 𝑍 = 𝑀 ⊕ Δ (the keystreams cancel). To make this equal the target 𝑀 ′, Mallory sets Δ =
𝑀 ⊕ 𝑀 ′. IND-CPA protects against Eve (eavesdropping) but not against Mallory (tampering) — 

we need integrity, which is why we add a MAC.

Q6.2 (1 point) AES-CTR is IND-CPA secure. Why does this not stop the attack in Q6.1?

A IND-CPA guarantees confidentiality, but not integrity.

B IND-CPA is theoretical and does not apply to real-world schemes.

C Mallory’s attack only succeeds when Alice reuses the nonce.

D AES-CTR is deterministic.

Q6.3 (1 point) Mallory does not know 𝑀 , and wants to flip the fourth bit of the last block (where the 

right-most bit is the 0th bit).

What values of Δ1, Δ2, and Δ3 should Mallory use?

You may use any mathematical operators and base-10 constants.

Δ1 =0 Δ2 =0 Δ3 =24

Solution: Each CTR block decrypts independently: 𝐶𝑛 ⊕ Δ𝑛 decrypts to 𝑀𝑛 ⊕ Δ𝑛 = 𝑥 ⊕ 𝑑, 

and untouched blocks (Δ𝑖 = 0) are unaffected. Mallory never learns 𝑥 — she injects a known 

difference 𝑑 into an unknown value. This is the essence of a blind malleability attack, and it is 

why per-byte independence of CTR is dangerous without integrity.
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(Question 6 continued…)

Q6.4 (2 points) Alice and the server switch to using Encrypt-then-MAC (encrypt the message, and attach 

a MAC on the ciphertext). Can Mallory still carry out the attack from Q6.3?

A Yes, because flipping a bit in the tag causes the corresponding plaintext bit to flip.

B Yes, because the server only checks the MAC on the plaintext, not the ciphertext.

C No, because changing 𝐶 causes the server to compute an incorrect tag.

D No, because Mallory no longer knows where one block ends and the next block starts.

Solution: Encrypt-then-MAC gives ciphertext integrity: the server first checks 𝑡 =
MAC(𝐾𝑚, 𝐶), and any Δ ≠ 0 changes 𝐶 , so the tag no longer verifies and the ciphertext is 

discarded. Integrity is exactly what CTR alone lacked.

Q6.5 (2 points) What properties are necessary for a secure Authenticated Encryption (AE) scheme?

A Both IND-CPA and Ciphertext Integrity C Only Ciphertext Integrity

B Only IND-CPA D Neither IND-CPA nor Ciphertext Integrity

Solution: AE is defined as IND-CPA + ciphertext integrity, so the biconditional holds. (Cipher

text integrity does not by itself imply IND-CPA, so the second option’s reasoning is wrong even 

though its answer is “Yes.”)

Q6.6 (2 points) Which of the following are true about AES-GCM? Select all that apply.

A The GMAC tag is computed over the ciphertext rather than the plaintext (Encrypt-then-MAC).

B AES-GCM supports additional data that is unencrypted but authenticated.

C Reusing the same (𝐾, IV) pair to encrypt two different messages is safe in AES-GCM.

D None of the above

Solution: AES-GCM MACs the ciphertext (encrypt-then-MAC), the safest ordering. Its two 

GMAC keys are derived from 𝐾 through AES (𝐾0 = AES(𝐾, 0128), 𝐾1 = AES(𝐾, IV)), so 

they’re independent of the CTR key material — this avoids key reuse between the encryption and 

the MAC. As an AEAD scheme, AES-GCM authenticates additional data but does not encrypt it.

The two traps: nonce/IV reuse is catastrophic (CTR keystream reuse breaks confidentiality, and it 

breaks GMAC too), and the CTR half actually starts at IV + 1 — the raw IV is already consumed 

to make 𝐾1, so CTR uses IV + 1, IV + 2, … to avoid overlap.

For Q6.7–Q6.8, use the Polynomial MAC scheme from lecture. For an ℓ-block message 𝑀 , the tag is

𝑡 = (𝑀ℓ ⋅ 𝑘ℓ
0) + (𝑀ℓ−1 ⋅ 𝑘ℓ−1

0 ) + … + (𝑀1 ⋅ 𝑘0) + (𝑘1)    mod 𝑁.
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(Question 6 continued…)

Q6.7 (4 points) Alice forgets that Polynomial MACs are one-time secure, and reuses the same (𝑘0, 𝑘1) 
for every message.

Alice sends two one-block messages. Mallory observes these two message–tag pairs:

𝑀 = 2 → 𝑡 = 13 𝑀 = 5 → 𝑡 = 28

Provide a forged tag for a new message 𝑀∗ = 4.

For simplicity, ignore mod 𝑁  in your calculations. Your answer should be a single integer.

Hint: Try solving for 𝑘0 and 𝑘1.

𝑡∗ = 23

Solution: Two pairs give two equations in two unknowns:

13 = 2𝑘0 + 𝑘1 28 = 5𝑘0 + 𝑘1

Subtracting: 15 = 3𝑘0, so 𝑘0 = 5 and 𝑘1 = 13 − 2(5) = 3. Now Mallory can forge any tag: for 

𝑀∗ = 4, 𝑡∗ = 4(5) + 3 = 23.

This is why a polynomial MAC is only one-time secure: one pair leaves two unknowns (unsolv

able), but two pairs reveal both keys. GMAC stays secure by deriving a fresh 𝐾1 from a fresh IV 

on every message, so no two messages ever share the same key.

Q6.8 (2 points) Is Polynomial MAC vulnerable to a length extension attack? In other words, given only 

a single 𝑡 (but not the corresponding 𝑀 ), can the attacker compute the tag of 𝑀 ‖ 𝑀 ′ without 

knowing the key?

A Yes, because Polynomial MAC uses the Merkle-Damgård construction.

B Yes, because the attacker can multiply the tag by 𝑀  and add 𝑘1.

C No, because 𝑘1 is added at the very end, which hides the internal state.

D No, because length extension attacks only apply to hashes, not MAC schemes.

Solution: Unlike SHA-256′s Merkle–Damgård construction, GMAC adds the secret 𝑘1 at the very 

end, which hides the internal accumulator. An attacker can’t “keep running” the computation to 

extend the message, so this class of length extension attack does not apply.
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Q7 Cryptography: No Take-Backs 🔒 (16 points)

Consider a Diffie-Hellman key exchange where Alice sends 𝐴 = 𝑔𝑎 mod 𝑝, and Bob sends 𝐵 = 𝑔𝑏 mod 𝑝.

Q7.1 (2 points) For this subpart only, consider a modified exchange where the shared key is 𝑔𝑎+𝑏 mod 𝑝.

Write an expression that an eavesdropper can evaluate to recover the shared key.

You may use 𝑔, 𝑝, 𝐴, 𝐵, and any mathematical operators and constants.

𝑔𝑎+𝑏 = 𝐴 ⋅ 𝐵 mod 𝑝

Solution: Since 𝑔𝑎+𝑏 = 𝑔𝑎 ⋅ 𝑔𝑏 = 𝐴 ⋅ 𝐵 mod 𝑝, the “secret” is just the product of the two public 

values — anyone on the wire recovers it with a single multiplication. This is exactly why real DH 

multiplies the secrets in the exponent (𝑔𝑎𝑏): recovering 𝑔𝑎𝑏 from 𝑔𝑎 and 𝑔𝑏 is the computational 

Diffie-Hellman problem, whereas 𝑔𝑎+𝑏 needs no secret at all.

Q7.2 (2 points) In the normal exchange, why can’t someone who sees 𝑔, 𝑝, 𝐴, and 𝐵 compute the key?

A Computing 𝑔𝑎𝑏 mod 𝑝 from 𝑔𝑎 mod 𝑝 and 𝑔𝑏 mod 𝑝 is hard.

B Factoring 𝑝 is hard.

C Finding two values that hash to 𝑔𝑎𝑏 mod 𝑝 is hard.

D Running AES decryption without the secret key is hard.

Solution: Diffie-Hellman’s security rests on the discrete-log / computational Diffie-Hellman 

assumption: even given 𝑔𝑎 and 𝑔𝑏, recovering 𝑔𝑎𝑏 is infeasible. (Factoring is the RSA assumption, 

a different problem.)

For Q7.3–Q7.4, Mallory is a MITM attacker. She replaces 𝐵 = 𝑔𝑏 mod 𝑝 with 𝐵′ = 𝐵𝑐 mod 𝑝, where 𝑐 is 

a value of her choosing.

Q7.3 (2 points) What are the shared keys 𝐾′
𝐴 and 𝐾′

𝐵 that Alice and Bob compute?

You may use 𝑔, 𝑝, 𝑎, 𝑏, 𝑐, and any mathematical operators and constants.

Alice computes: Bob computes:

𝐾′
𝐴 = 𝑔𝑎𝑏𝑐 mod 𝑝 𝐾′

𝐵 = 𝑔𝑎𝑏 mod 𝑝

Solution: The Alice-to-Bob message was not tampered, so Bob derives the correct intended key.

Alice raises whatever she receives to her own secret exponent: 𝐾′ = (𝐵′)𝑎 = (𝑔𝑏𝑐)𝑎 =
𝑔𝑎𝑏𝑐 mod 𝑝. The tamper has multiplied the exponent by 𝑐, so Alice ends up with a key that nobody 

legitimately shares.
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(Question 7 continued…)

Q7.4 (2 points) Using only what Mallory observes (𝑔, 𝑝, 𝐴, 𝐵, and 𝑐), can she compute 𝐾′
𝐴 from Q7.3?

A Yes, she evaluates 𝐾′
𝐴 = 𝐴𝑏𝑐 mod 𝑝.

B Yes, she evaluates 𝐾′
𝐴 = 𝐴𝑐 ⋅ 𝐵𝑐 mod 𝑝.

C No, because computing 𝑔𝑎𝑏𝑐 mod 𝑝 from 𝑔𝑎 mod 𝑝, 𝑔𝑏 mod 𝑝, and 𝑐 is hard.

D No, because factoring 𝑝 is hard.

Solution: No: though Mallory knows 𝑐, evaluating 𝑔𝑎𝑏𝑐 = (𝑔𝑎𝑏)𝑐
 still needs the Diffie-Hellman 

value 𝑔𝑎𝑏, and obtaining that from 𝑔𝑎, 𝑔𝑏 is exactly the computational Diffie-Hellman problem. 

The formula 𝐴𝑏𝑐 is correct but needs the secret 𝑏; 𝐴𝑐 ⋅ 𝐵𝑐 = 𝑔(𝑎+𝑏)𝑐 is simply the wrong value. 

So tampering merely garbles the key — it does not reveal it. (To actually read the traffic, Mallory 

needs a full man-in-the-middle, as below.)

Q7.5 (2 points) Mallory runs a MITM attack, completing two separate exchanges with Alice and Bob.

After the attack, can Mallory read and modify all traffic between Alice and Bob?

A Yes, by decrypting and re-encrypting each message.

B Yes, by solving the discrete log problem.

C No, because Diffie-Hellman authenticates both parties.

D No, because she cannot solve the discrete log problem.

Q7.6 (2 points) Which defense prevents the MITM attack from Q7.5?

A Use a larger 𝑝, so that the discrete log problem becomes harder.

B Use signatures and certificates to verify 𝑔𝑎 mod 𝑝 and 𝑔𝑏 mod 𝑝.

C Use the same 𝑎 and 𝑏 values in all exchanges.

D Use AES to encrypt 𝑔𝑎 mod 𝑝 and 𝑔𝑏 mod 𝑝 before sharing them.

Solution: Yes: plain DH authenticates nobody, so Mallory poses as Bob to Alice and as Alice to 

Bob, establishing one shared key with each side. She relays (and reads) everything — no discrete 

log required.

The fix is authentication: each party signs its DH public value with a long-term key bound to 

its identity by a certificate, so Mallory can’t substitute her own values. A bigger prime doesn’t 

help (the problem is identity, not hardness); reusing secrets and AES-wrapping the public values 

authenticate no one.
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(Question 7 continued…)

Q7.7 (2 points) Alice and Bob exchange Sign(SKAlice, 𝑔𝑎 mod 𝑝) and Sign(SKBob, 𝑔𝑏 mod 𝑝) to derive 

𝐾 = 𝑔𝑎𝑏 mod 𝑝.

If Mallory records an exchange and steals SKBob, can she decrypt messages encrypted with 𝐾?

A Yes, because SKBob is used to derive the encryption key.

B Yes, because she can forge signatures as Bob.

C No, because Mallory must also know SKAlice.

D No, because SKBob is not used to derive any encryption keys.

Solution: No: the long-term signing key only authenticates the ephemeral DH values — it 

never derives the session key. To recover a recorded session key, Mallory still faces computational 

Diffie-Hellman on 𝑔𝑎, 𝑔𝑏, and the ephemeral secrets are long gone. This is forward secrecy.

Q7.8 (2 points) Alice picks a random 𝐾 and sends RSA-Enc(PKBob, 𝐾) to Bob.

If Mallory records an exchange and steals SKBob, can she decrypt messages encrypted with 𝐾?

A Yes, because SKBob decrypts the messages.

B Yes, because SKBob decrypts the encryption key.

C No, because Mallory must also know SKAlice.

D No, because SKBob is not used to derive any encryption keys.

Solution:

Yes: with RSA key transport the session key is encrypted directly under the long-term RSA key, 

so that one private key decrypts every recorded session forever — no forward secrecy. This is 

exactly why modern TLS prefers ephemeral DHE.
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Q8 Cryptography and Web: EvanBot’s Certificate Authority 🤖️ (11 points)

Each scenario in this question is independent.

Scenario 1: EvanBot (PK𝐸 , SK𝐸) runs a certificate authority, and delegates signing power to two 

intermediate CAs:

• CodaBot (PK𝐶 , SK𝐶 ) can issue certificates for *.bots.berkeley.edu,

• OskiBot (PK𝑂, SK𝑂) can issue certificates for *.athletics.berkeley.edu.

EvanBot (*.berkeley.edu)

(PK𝐸 , SK𝐸)

CodaBot (*.bots.berkeley.edu)

(PK𝐶 , SK𝐶 )

OskiBot (*.athletics.berkeley.edu)

(PK𝑂, SK𝑂)

CodaBot has issued a certificate, saying “cs161.bots.berkeley.edu has public key PK𝐿.”

Mallory steals SK𝐶 . Alice’s browser trusts only PK𝐸  (not PK𝐶  or PK𝑂) as a root.

Q8.1 (3 points) Which of these actions can Mallory perform? Select all that apply.

(PK𝑀 , SK𝑀) is a key pair that Mallory knows.

A Issue a valid certificate saying “cs161.bots.berkeley.edu has public key PK𝑀 .”

B Issue a valid certificate saying “eecs.bots.berkeley.edu has public key PK𝑀 .”

C Issue a valid certificate for stadium.athletics.berkeley.edu.

D Issue a valid certificate for bank.com.

E Forge EvanBot’s signature on a message of Mallory’s choosing.

F Decrypt previously recorded TLS traffic encrypted with PK𝐿.

G None of the above

Solution: SK𝐶  only carries authority over the delegated scope (*.bots.berkeley.edu). 

Issuing for bank.com or *.athletics.berkeley.edu falls outside the delegation, so a path-

validating browser rejects it. Mallory cannot forge EvanBot’s signature without SK𝐸 . SK𝐶  is a 

signing key, unrelated to the leaf encryption key PK𝐿, so it cannot decrypt past traffic.

Q8.2 (1 point) EvanBot notices that SK𝐶  has been stolen and wants to publish a Certificate Revocation 

List (CRL). What certificate should EvanBot add to the list?

A CodaBot’s certificate. C Mallory’s certificate.

B OskiBot’s certificate. D EvanBot’s certificate.
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(Question 8 continued…)

Q8.3 (1 point) Why should the CRL be signed by EvanBot?

A To prevent Alice from reading the list of revoked certificates.

B To prevent an attacker from modifying the list.

C To compress the list so it transfers faster.

D To allow EvanBot to use TLS to share the CRL.
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(Question 8 continued…)

Scenario 2: Two CAs use different revocation strategies, as follows:

• CA 1: Certificates are valid for 60 days. No CRL is published.

• CA 2: Certificates are valid for 10 years. A CRL is updated every hour.

Q8.4 (1 point) The day a server’s certificate is issued, an attacker steals the server’s private key.

If the client never fetches the CRL, which CA’s revocation strategy will mitigate this attack first?

A CA 1 B CA 2

Q8.5 (1 point) Which CA requires more work from website operators?

A CA 1 B CA 2

Q8.6 (2 points) If a CRL temporarily goes down, what is the security vs. usability trade-off that clients 

face when trying to access a website? Write at most 10 words in each box.

The more secure choice:

Restrict access to the website just in case.

The more usable choice:

Visit the website anyways.

Solution: Fail-closed (reject all certs lacking a fresh CRL) breaks the web; fail-open (accept old 

CRLs) may trust newly revoked certs. The lecture notes there is no clear answer; both defaults 

have failure modes.

Scenario 3: SSH uses trust-on-first-use.

Alice tries to connect to a server, but Mallory is a MITM attacker who might try to impersonate the server.

Q8.7 (1 point) Alice tries to connect to the server for the first time, and sees this warning:

“Are you sure you want to save server.example.com’s public key?”

Which public key(s) might cause this error message to appear? Select all that apply.

A The server’s public key B Mallory’s public key C None of the above

Q8.8 (1 point) After saving the key from Q8.7, Alice tries to connect again and sees this warning:

“server.example.com’s public key has changed.”

Which public key(s) might cause this error message to appear? Select all that apply.

A The server’s public key B Mallory’s public key C None of the above
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Q9 Isolation: EvanBot’s Epic Containerized Computer  (12 points)

EvanBot wants to design an Awesome Web Service—the Epic Containerized ComputerTM (EC2).

EC2 should allow users to run any code of their choosing, while enforcing isolation between users.

Assumptions:

• No memory safety defenses are used.

• The code runs sequentially. No parallelism or multithreading is used.

• The system has finite compute and memory.

𝐕𝐞𝐫𝐬𝐢𝐨𝐧 𝟏: Each user’s code is copied into the same C program. Then, EC2 runs the single C program.

Q9.1 (1 point) Can an attacker break isolation in Version 1?

A Yes, because one user’s code can access other users’ variables.

B Yes, because memory is not split evenly between users.

C No, because the code is isolated by the operating system.

D No, because C is memory safe.

Solution: Submitted code can read program variables, breaking 

Non-Leakage. Uneven memory sharing among the snippets only 

breaks Non-Interference. Only isolation inside the program is 

relevant here. C is vulnerable to buffer overflows, but that isn’t 

the source of non-leakage.

Version 1 example:

void ec2_v1() { 

  // CodaBot's code

  ...

  

  // Mallory's code

  ...

}

𝐕𝐞𝐫𝐬𝐢𝐨𝐧 𝟐: Each user’s code is copied into the same C program, in separate functions. Then, EC2 runs 

the single C program.
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(Question 9 continued…)

Q9.2 (3 points) Write two attacks that break isolation in Version 2.

There are many correct answers. Use at most 10 words per box; the staff solutions are 3 words each.

Attack 1:

Buffer overflow yourself 🥸.

Version 2 example:

void ec2_v2() { 

  void codabot() {

    // CodaBot's code

  }

  

  void mallory() {

    // Mallory's code

  }

}  

Attack 2:

Submit Infinite Loops

Solution: A malicious user can simply write their own vulnerable C code with a hard-coded 

buffer overflow to both print out and write to the stack above their dedicated stack frame.
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(Question 9 continued…)

𝐕𝐞𝐫𝐬𝐢𝐨𝐧 𝟑: EC2 runs an operating system (OS) and runs each user’s code in a separate process.

For Q9.3–Q9.5, select the technique that the OS uses to isolate each resource.

Q9.3 (1 point) CPU Registers: A Time multiplexing B Translation C Emulation

Q9.4 (1 point) Main Memory: A Time multiplexing B Translation C Emulation

Q9.5 (1 point) I/O devices: A Time multiplexing B Translation C Emulation

Solution: Registers are protected with time multiplexing: one process controls all registers at a time, 

and their values are saved and cleared on a context switch. Memory is protected with translation 

(virtual memory): each process gets its own virtual address space, and the OS translates virtual to 

physical addresses. I/O devices are protected with emulation: processes can’t touch devices directly, 

and instead call OS system functions that mediate access. In all three cases the overhead is minimal 

(few registers / page-table swap is cheap / I/O is already slow).

Q9.6 (3 points) The OS translates a virtual address by looking up its page number in the process’s page 

table and copying the offset (the bottom 12 bits) unchanged.

CodaBot’s page table contains:

Virtual Page Number Physical Page Number

0x00004 0x60C25E6

0x00005 0x1F96EC7

0x00006 0xEC70DB7

0x00007 0x6997724

CodaBot reads from virtual address 0x00006A3C. What physical address does the OS access?

0xEC70DB7A3C

Solution: The bottom 12 bits (3 hex digits) are the offset: 0xA3C. The remaining top bits 

are the virtual page number: 0x00006. The table maps virtual page 0x00006 to physical 

page 0xEC70DB7. Concatenating the physical page number with the unchanged offset gives 

0xEC70DB7 A3C = 0xEC70DB7A3C.
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(Question 9 continued…)

Q9.7 (2 points) Write an attack that breaks isolation in Version 3.

There are many correct answers. Use at most 10 words; the staff solution is 3 words.

Malloc all memory

Solution:

• Rowhammer.

• Malloc all memory.

• Access shared files.
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(Question 9 continued…)

Post-Exam Activity: Spirit Animal
Bot is learning to summon spirit animals. What’s yours?

Comment Box
Congratulations for making it to the end of the exam! Feel free to leave any final thoughts, comments, 

feedback, or doodles here:
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